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ABSTRACT

Background work in postoperative informatics has expanded access to richly structured surgical records, yet the difficulty of defining clinically
important complications has not diminished as datasets have grown. Anastomotic leak remains one of the clearest examples of this problem because
it is recognized through evolving combinations of local findings, physiologic deterioration, procedural response, imaging practice, and delayed
documentation rather than through a single stable observation. As a result, a computational leak label often compresses a much richer clinical
process into a binary endpoint that hides ambiguity, severity variation, and institutional differences in recognition pathways. This paper develops a
technical framework for outcome definition and anastomotic leak phenotyping based on the idea of a phenotype atlas. Instead of beginning with a
fixed positive class and later subdividing it, the framework starts from a map of clinically meaningful postoperative states, including contained leak,
progressive leak, catastrophic leak, unresolved leak-like courses, and non-leak mimics that occupy adjacent diagnostic territory. Outcome definition
is then treated as the problem of deciding where the event boundary should be placed within that atlas for a particular purpose. The discussion
emphasizes temporal narrative reconstruction, border-zone cases, annotation discipline, uncertainty retention, and cross-setting interpretation. It
argues that the most consequential methodological question is not whether a dataset contains enough variables to train a predictive model, but
whether the states represented by those variables have been organized in a way that preserves clinically meaningful distinctions. A phenotype-atlas
approach offers a route to more transparent labels, more interpretable model behavior, and more realistic handling of difficult postoperative
trajectories.

tational work often acts as though it were a simple target
that exists in the record waiting to be retrieved. In reality,
the record contains a changing mixture of observations,
interpretations, tests, interventions, and abstractions
that only imperfectly reveal the clinical state of the anas-
tomosis. A leak may first appear as unexplained tachy-
cardia, then as persistent inflammatory elevation, then
as a decision to obtain imaging, then as a drain place-
ment, then as a retrospective diagnosis code. Another

1. Introduction

Anastomotic leak is one of the most conceptually unsta-
ble outcomes in surgical data science. Everyone involved
in perioperative care understands that the event is im-
portant, feared, and clinically heterogeneous, yet compu-
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leak may become obvious intraoperatively during urgent
re-exploration without passing through that same chain.
A third may remain clinically suspected but never fully
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Figure 1 Phenotype-atlas overview for postoperative leak territory. The central leak region is separated from adjacent mimic,
unresolved, and documentary states so that endpoint design becomes an explicit boundary-placement step rather than a hidden

threshold rule.

Table 1 Core Phenotype Regions in the Atlas

Region Clinical Profile

Evidence Pattern

Typical Management

Contained Leak Localized failure

Progressive Leak  Worsening inflammation
Catastrophic Leak Diffuse contamination
Unresolved State  Suspicion without proof

Mimic State Non-leak pathology

Sequential deterioration
Acute instability
Sparse/mixed signals

Overlapping features

Imaging + mild physiology Drainage/antibiotics

Escalation of care
Urgent surgery
Observation

Treat alternative cause

resolved in the chart. When these courses are flattened
into a single positive class, the resulting outcome looks
crisp even though the underlying clinical reality is graded,
delayed, and path dependent.

This instability creates a familiar but underexamined
problem. Models trained to predict AL are evaluated
against targets that may represent very different things.
One target may correspond to clinically severe leak re-
quiring intervention. Another may correspond to any
postoperative course that eventually accrues enough
documentary support to be labeled as leak. Another may
aim at earlier surveillance and therefore privilege subtle
precursor states over later certainty. These targets are
related but not equivalent [1]. A model that performs well
against one of them is not automatically a good model
of the others. Yet studies often discuss their results as
if they addressed one common phenomenon. In doing
so, they obscure the fact that outcome definition is not
a neutral preprocessing step. It is the step in which the

field decides what kind of leak it is willing to count.

The routine response to this problem has been to
write a composite definition. Composite definitions are
useful, and often necessary, because no single code or
event reliably captures AL in large-scale records. How-
ever, composites usually remain threshold rules rather
than conceptual frameworks. They specify what counts as
positive, but they rarely describe the surrounding topog-
raphy of near-positive, ambiguous, or clinically adjacent
states. That omission matters because most of the dif-
ficult methodological questions live near the boundary,
not in the obvious cases. There is usually little dispute
about the patient with frank anastomotic disruption at
reoperation and diffuse contamination. There is also lit-
tle dispute about the uncomplicated recovery. The chal-
lenge lies in the middle zone: contained collections, unre-
solved inflammatory patterns, late documentation with-
out strong antecedent evidence, and mimic syndromes
that trigger similar workups. A binary definition has to de-
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Figure 2 Task-specific binary projections from the same atlas. Surveillance reaches furthest into unresolved territory, registry
keeps the managed leak spectrum, and benchmarking uses the narrowest coverage around clearly supported leak states.

Table 2 Temporal Narrative Phases in Postoperative Courses

Phase Timing Key Signals Interpretation Role
Early Signals POD 0-2 Mild labs, vitals Low specificity
Emerging Concern POD 2-5 Persistent abnormalities Suspicion building
Escalation Mid-course Imaging, antibiotics Turning point
Confirmation Later Procedure/code Diagnostic closure
Resolution Late Recovery or decline Outcome clarity

cide what to do with those cases, but if it does so silently,
neither users nor readers can see which distinctions have
been suppressed.

The central idea of this paper is that AL outcome def-
inition should begin not with a binary rule but with a
phenotype atlas. A phenotype atlas is a structured map
of postoperative states that occupy the leak neighbor-
hood. It includes states that are conventionally positive,
states that are clearly negative but clinically adjacent,
and states that are uncertain or intermediate. The atlas
is not simply a taxonomy. It is a way of organizing the
interpretive space within which the event boundary will
later be placed. Once that space is explicit, one can ask
where the boundary should lie for different purposes,
which areas of the map are heavily supported by rou-
tine evidence, which are weakly observed, and which are
frequently confused with one another. Under this view,
binary labels become projections from the atlas rather
than the primary object of analysis.

This approach changes the order of reasoning in a use-
ful way. Instead of starting from a list of positive criteria

and then trying to explain why certain errors occur, one
starts by asking what kinds of postoperative courses are
clinically and observationally distinct enough to merit
separate representation. Only after that map is built
does one ask which regions should be grouped together
for surveillance, for benchmarking, or for comparative
study. The result is a more transparent relationship be-
tween label design and clinical meaning. It also creates
a framework in which uncertainty is not an embarrassing
remainder but part of the map itself. Cases can occupy
border zones without being forced immediately into ei-
ther positive or negative status.

The atlas perspective also addresses a deeper prob-
lem with how EHR-based complication research often
treats evidence. Not every piece of evidence carries the
same significance, and not every difference in evidence
corresponds to a difference in disease state. A patient
may have more documented evidence because clinicians
investigated more intensively, because the institution
documents more thoroughly, or because the phenotype
declared itself differently. Those possibilities are often
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Figure 3 Temporal narrative reconstruction of a leak-like course. Early prediction features are separated from later outcome-
defining evidence, and the first defensible turning point is marked explicitly instead of being collapsed into final retrospective

certainty.
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Figure 4 Structured negative space around leak. Border-zone negatives are represented as clinically near states rather than one
residual class, which changes how false alarms, uncertainty, and apparent model error should be interpreted.

entangled [2]. If a model is trained on labels that ignore
this entanglement, it may become a predictor of observa-
tional pathways rather than of the latent postoperative
states of interest. An atlas does not solve that automat-
ically, but it does create a place to represent different
routes of appearance separately from the states those
routes are meant to reveal.

Another advantage of the atlas framework is that it
integrates well with human annotation and expert re-
view. Clinicians do not naturally think only in terms of
positive and negative classes. They recognize contained
leaks, free leaks, delayed or occult failures, inflammatory
mimics, suspicious but unresolved courses, and other
nuanced states. Adjudication becomes easier and more
honest when reviewers can place a case within such a
map rather than being forced to answer a binary ques-

tion too early. This does not mean that every study must
use all atlas states in its final model. It means that the
process of constructing a final endpoint benefits from a
richer representational stage.

The sections that follow develop this idea in a form
suitable for highly technical work with routine surgical
records but without relying on formal mathematical no-
tation. The discussion first describes the atlas as an or-
ganizing principle for leak-related postoperative states.
It then turns to temporal narrative case construction,
emphasizing that AL is often best understood through
sequence and trajectory rather than through isolated
variables. It next examines the border zone of difficult,
ambiguous, and mimic cases, because that zone is where
phenotype-aware outcome design is most needed. The
paper then treats annotation and review as scientific ac-
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Figure 5 Annotation workflow for phenotype-atlas construction. Evidence extraction, narrative reconstruction, atlas placement,
and task projection are kept distinct while calibration, reason coding, disagreement review, and protocol versioning remain
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Figure 6 Cross-setting translation and drift monitoring. Different local evidence pathways feed a shared atlas, while route tagging
and atlas-occupancy review make institutional variation and temporal drift auditable rather than silent.

tivities in their own right, rather than as hidden support
work for modeling. After that, it considers how pheno-
type atlases should travel across institutions and across
changing documentation regimes. The overall goal is
to provide a different route to AL outcome definition,
one that is less dependent on the fiction of a naturally
occurring binary event and more attentive to the com-
plex landscape of postoperative states from which such
events are operationally drawn [3].

2. The Phenotype Atlas as an Organizing Prin-
ciple
A phenotype atlas is best understood as a structured map

rather than as a checklist. It does not begin by asking
whether a patient is positive or negative for leak. It be-

gins by asking what clinically meaningful postoperative
states appear near the conceptual territory of leak, how
those states differ in manifestation and trajectory, and
which of them are easy or difficult to observe in routine
records. The purpose of the atlas is to make the terrain
visible before the event boundary is imposed. This is a
reversal of the usual workflow, but it is a productive one
because it forces the definition problem to be framed
in terms of state space rather than in terms of arbitrary
thresholding over codes and procedures.

The most immediate consequence of this shift is that
leak is no longer treated as a monolithic category. In-
stead, it occupies a region that contains several sub-
territories. One part of that region may correspond to
contained local failures, where the clinical picture is dom-
inated by pelvic or peri-anastomotic collection, modest



Table 3 Border-Zone Case Categories

Category Description Evidence Strength Common Issue
Near-Leak Almost meets criteria  Moderate Missing confirmation
Ambiguous Conflicting signals Mixed Attribution unclear
Late-Code Retrospective labeling Weak early Timing distortion
Mild Course Limited severity Low Under-captured
Overlap Mimic Competing diagnosis ~ Moderate Misclassification

Table 4 Mimic States Near Leak Territory

Mimic Type Clinical Features

Overlap Dimension Distinguishing Clue

Ileus

Non-AL Infection
Bleeding

Pulmonary Complication Hypoxia, stress

Ischemia Tissue compromise

Delayed bowel function
Intra-abdominal infection

Hemodynamic change

Inflammation No focal source

Sepsis pattern Different site
Instability Hemoglobin drop
Systemic response  Imaging chest

Pain/inflammation Vascular evidence

or evolving physiologic disturbance, and management
through drainage, antibiotics, or close observation. An-
other part may correspond to progressive leaks, where
inflammatory and hemodynamic abnormalities intensify
over time and the patient is moving toward more obvious
source-control needs. Another may correspond to catas-
trophic or disseminated failure, where contamination is
generalized, operative findings are overt, and the event
is recognized through major clinical deterioration. These
regions are linked, but they are not equivalent. They
differ in onset, evidence density, management response,
and risk of misclassification.

The atlas must also include adjacent non-leak terri-
tory. This is not a matter of politeness toward negatives.
It is methodologically essential [2]. The cases that most
often destabilize outcome definitions are not uneventful
recoveries. They are conditions that overlap with leak
clinically and operationally. Persistent ileus with inflam-
matory response, intra-abdominal infection not clearly
attributable to the anastomosis, postoperative bleed-
ing with secondary physiologic derangement, pulmonary
complications producing systemic deterioration, and gen-
eralized sepsis from another abdominal source all belong
close to the leak neighborhood. In binary datasets these
cases are often treated as residual error. In a phenotype
atlas they become named regions with their own obser-
vational signatures. This reframing helps explain why
certain false positives recur and why the positive class
sometimes looks heterogeneous. The issue is not only
label noise. It is neighborhood structure.

A well-designed atlas also includes unresolved terri-
tory. Not every admission can be responsibly placed in a

definitive phenotype. Some charts support suspicion but
not confirmation. Some contain evidence that points in
several directions at once. Some are too thinly observed
to justify strong claims. These states are often forced
into the negative class because analysts prefer clean de-
nominators. That decision is understandable, but it is
not neutral [5]. It effectively asserts that lack of deci-
sive evidence is equivalent to absence of leak. In many
postoperative datasets that equivalence is untenable.
An atlas solves this by providing a region for unresolved
or indeterminate courses. The existence of that region
does not weaken the system. It makes the system more
faithful to what the record can actually support.

The atlas perspective changes how outcome defini-
tions are evaluated. Instead of asking only whether the
binary event rule has reasonable face validity, one asks
which regions of the map it captures and which it ex-
cludes. A narrow rule may cover only the more severe or
intervention-defined areas of leak territory. A broader
rule may extend into contained and unresolved states.
A surveillance-oriented rule may intentionally include
some border-zone cases because the cost of delayed
recognition is high. A benchmarking rule may intention-
ally exclude them to improve specificity and compara-
bility. Once the atlas is explicit, these choices can be
discussed as decisions about territorial coverage rather
than hidden inside a single performance statistic. This
is a more transparent language for the real trade-offs
involved.

Another important benefit is that the atlas separates
state identity from route of recognition. A contained leak
may become visible through early imaging in one institu-



Table 5 Annotation Workflow Stages

Stage Task Output Purpose
Extraction Identify signals Event list Data grounding
Narrative Build Sequence events Timeline Context creation

Atlas Mapping  Assign region

Projection Binary decision

Review Resolve conflicts

Phenotype label
Outcome label

Consensus/meta-data

State placement
Task-specific use

Quality control

Table 6 Reason Codes for Phenotype Assignment

Reason Type Example Signal

Role Reliability

Imaging CT collection
Procedure Drain/reoperation
Labs Persistent elevation
Antibiotics Escalation

Coding Diagnosis entry

Structural evidence  High

Intervention marker High

Supportive Moderate
Response signal Moderate
Summary evidence  Variable

tion, through delayed drainage in another, and through
coded documentation after prolonged antibiotics in a
third [6]. These are different observational routes into
the same clinical territory. If the outcome system equates
route with state, then institutional differences in workup
become phenotype differences by accident. An atlas dis-
courages that collapse. It allows route of appearance to
be recorded as a descriptor of how a state became legi-
ble, while preserving the possibility that the underlying
state is similar across sites. This distinction is particu-
larly valuable in multicenter work, where documentation
style and clinical thresholds vary markedly.

Constructing the atlas is not the same as inventing
a taxonomy from scratch. It is an iterative process that
draws on clinical reasoning, chart review, and the re-
current patterns visible in the data. One begins with
provisional regions that are broad enough to be recogniz-
able and narrow enough to be distinct. As more cases are
reviewed, some regions may prove stable while others
blur together or split into meaningful subregions. For
instance, contained leak may turn out to include one
cluster of image-confirmed but minimally symptomatic
courses and another of persistent inflammatory courses
that never receive clean structural confirmation. Whether
those should remain together depends on their observa-
tional stability and on the intended downstream use. The
atlas is therefore not static. It is an evolving scientific
object.

Because the atlas is richer than a binary label, it also
supports more realistic descriptions of uncertainty [7].
Cases near the border between contained leak and in-
flammatory mimic can be recognized as such without pre-

tending that one side of the border is always correct. Over
time, the density of cases in these border regions can in-
form both phenotype refinement and model calibration.
If a large number of cases repeatedly accumulate near
one boundary, that is an indication that the boundary is
either clinically subtle or operationally poorly supported.
A binary system usually hides this by converting all such
cases into either false positives or false negatives. An
atlas makes the pattern visible.

The organizing principle of the atlas has implications
for feature interpretation as well. A variable may not
simply predict leak in the abstract. It may pull cases to-
ward one region of the atlas more than another. Elevated
inflammatory markers may distinguish both progressive
leak and some mimic states from uncomplicated recov-
ery, while imaging-supported procedural signals may be
more specific to contained or managed leak territory.
Thinking in atlas terms encourages interpretation that is
local rather than global. This is often closer to clinical
reality. Surgeons do not ask only whether a variable in-
creases the probability of leak in a pooled population.
They ask what sort of postoperative course that variable
suggests and how it changes concern within a given dif-
ferential neighborhood.

Most importantly, the phenotype atlas makes visible
the fact that outcome definition is a boundary-placement
exercise. The clinical world supplies a terrain of states [8].
The analyst or governance group decides where on that
terrain to draw the event border. There is no way to avoid
that decision, but there is every reason to make it ex-
plicit. Once the terrain is mapped, boundary choices be-
come understandable, contestable, and revisable. That



Table 7 Route-to-Recognition Variability

Route Entry Signal

Site Variation Risk

Imaging-first Early CT

Procedure-first Drain/surgery

Code-first Admin coding
Lab-driven Persistent labs
Hybrid Mixed pathway

High imaging centers
Aggressive care
Documentation-heavy
Limited imaging

Variable

Detection bias
Severity skew
Delay distortion
Ambiguity

Inconsistency

Table 8 Negative Class Structure

Negative Type  Description

Distance to Leak Modeling Impact

True Recovery  Uneventful course

Mimic Overlapping syndrome
Unresolved Incomplete evidence
Underobserved Sparse data

Transient Issue

Self-limited abnormality Moderate

Far Easy separation
Near False positives
Near Label noise
Variable Uncertainty

Boundary blur

is @ major improvement over approaches in which the
boundary is built first and the terrain inferred afterward
from model errors. In AL research, where difficulty tends
to concentrate in the middle and not at the extremes,
beginning with the atlas is often the more honest and
more informative path.

3. Temporal Narrative Case Construction

Anastomotic leak is rarely best understood as a single
charted moment. It is more often a narrative that unfolds
through sequence, accumulation, and reinterpretation.
For this reason, case construction for AL should be tem-
poral and narrative before it is categorical. By narrative,
| do not mean anecdotal storytelling. | mean that the
clinically relevant object is often the ordered relation
among observations rather than the isolated presence
of any one of them. A patient’s trajectory through the
postoperative record may convey more about leak sta-
tus than the final set of coded facts considered without
chronology. This is why many static composite rules feel
both useful and inadequate: they capture some of the
important pieces but not the path by which those pieces
came to matter.

Temporal narrative construction begins with the recog-
nition that postoperative evidence changes role over
time. A white blood cell rise in the first postoperative day
may be a weak and common signal. The same or greater
elevation several days later, especially if persistent and
accompanied by localized symptoms or management
changes, carries different meaning [9]. Broad-spectrum
antibiotics given routinely or prophylactically have a dif-
ferent status from antibiotics escalated after a pattern

of clinical concern has already emerged. A diagnosis
code entered at discharge often summarizes a history
rather than serving as a new observation. Imaging or
intervention events may function as turning points in the
narrative, converting suspicion into concrete manage-
ment response. When time is ignored, these differences
collapse into a flat bag of evidence. When time is pre-
served, the same evidence can be understood as part of
a developing story.

One of the main strengths of temporal narrative con-
struction is that it gives proper weight to sequence. The
order in which events occur is often clinically informative.
A patient who first develops inflammatory persistence,
then undergoes CT imaging, then receives drainage, and
finally accrues a diagnostic code has followed one nar-
rative. A patient who deteriorates abruptly, returns to
the operating room, and is coded afterward has followed
another. A patient who receives prolonged antibiotics
without strong structural evidence and is later coded has
followed yet another. These paths are not mere adminis-
trative variants. They correspond to different regions of
the phenotype atlas and to different degrees of certainty
and severity. If a model sees only the final label, it can-
not know which narrative it is learning. If the underlying
outcome construction preserves the narrative, both phe-
notyping and error analysis become more meaningful.

This perspective also clarifies the role of hindsight
[10]. Retrospective chart review often makes leak ap-
pear cleaner than it felt prospectively because later evi-
dence retroactively organizes earlier uncertainty. Once
a drain is placed or a surgeon documents concern ex-
plicitly, earlier subtle signs become legible as part of an



Table 9 Atlas Drift Factors Across Settings

Factor Change Mechanism

Effect on Atlas

Example

Imaging Access Increased scans

Documentation Template shifts

Practice Style Intervention threshold

Data Quality Missingness

Protocols ERAS adoption

More contained leaks
Coding timing change
Severity redistribution
More unresolved cases

Faster recovery patterns

Earlier CT use
Earlier diagnosis
More reoperations
Sparse labs

Shorter stays

evolving leak story. This is a clinically reasonable way
to reconstruct truth, but it can create problems for early
surveillance modeling if the retrospective endpoint is
treated as though it were recognizable at the earlier time.
Temporal narrative construction addresses this by distin-
guishing between final retrospective interpretation and
earliest defensible narrative turning point. The latter is
the moment at which the chart, without future informa-
tion, begins to support meaningful concern for a leak-like
trajectory. Preserving that distinction is essential if the
outcome system is meant to support timely prediction
rather than merely retrospective classification.

The relevance of this approach can be seen in Sadanan-
dan (2024) [11], where the leak endpoint was intention-
ally defined as a composite thirty-day outcome requir-
ing both diagnostic coding and corroborating clinical
evidence, while feature extraction was restricted to the
first twenty-four postoperative hours specifically to pre-
serve a temporal gap between the prediction window and
the later clinical declaration of the event. That design
choice illustrates an important principle for narrative
case construction: the event may be defined across a
broad postoperative course, but the predictive use of the
label depends on separating early narrative signals from
later confirming chapters of the record. A phenotype
atlas strengthens this principle by making it possible to
describe not only that a later leak-related narrative oc-
curred, but which type of narrative unfolded and when it
began to take shape.

Narrative construction is also valuable for handling
ambiguous cases. Consider a patient with persistent in-
flammatory elevation, delayed bowel function, and one
course of escalated antibiotics, but no clear imaging con-
firmation and no procedure. A static rule may force such
a case into negative or indeterminate status. A narrative
view can preserve more nuance. It can characterize the
admission as following a leak-adjacent story that never
achieved structural or management confirmation. That
classification may not satisfy a strict event rule, but it is
still highly relevant to surveillance, mimic analysis, and
phenotype development [12]. In other words, narrative
thinking allows the record to retain clinically meaningful
incompleteness without pretending that every path must
end in decisive proof.

A further advantage of the narrative view is that it
can integrate absence as well as presence. The fact that
no confirmatory imaging was obtained despite persis-
tent symptoms may mean one thing in a center with low
imaging thresholds and another in a center with selec-
tive imaging practice. The fact that a patient improved
rapidly without source-control intervention after tran-
sient concern may pull the narrative away from leak terri-
tory. The fact that deterioration occurred after discharge
or outside the visible record may leave the narrative gen-
uinely truncated. Static endpoint logic often treats ab-
sences simplistically, as if missing evidence were always
neutral. Narrative construction encourages a more con-
textual reading in which absences themselves become
interpretable components of the case.

Narrative case construction also changes the way phe-
notype labels can be justified. Instead of assigning a
phenotype solely because certain codes or procedures
are present, one can ask which story the record most
strongly supports. Is it the story of early contained local
failure that became radiographically visible before gen-
eralized decline? Is it the story of progressive systemic
disturbance culminating in source control? Is it the story
of recurrent concern without resolution? Is it the story
of another postoperative complication that repeatedly
mimicked leak before declaring its own identity? These
are distinct narratives, and their distinction often matters
more than any individual variable. The phenotype atlas
gains depth when states are linked to typical narrative
arcs rather than merely to static feature patterns.

Importantly, this narrative emphasis does not require
abandoning structured data. On the contrary, structured
data often provide the backbone of the story: timing
of labs, antibiotic changes, ICU transfer, imaging, proce-
dures, and coded diagnoses. Notes and reports refine the
story, but the temporal relationships among structured
events already carry substantial narrative information.
What matters is that those relationships are treated as
constitutive of the outcome rather than as incidental
metadata [13]. A dataset that stores only whether each
event ever happened has lost part of the clinical ob-
ject. A dataset that preserves ordered occurrence, turn-
ing points, and late consolidation retains more of what
makes AL definable.



Narrative construction has practical consequences for
annotation as well. Reviewers asked to classify cases
often perform this work implicitly, reconstructing stories
from chart fragments and then translating them into a sin-
gle label. Making the narrative layer explicit can improve
consistency. Reviewers can be trained to identify phases
of suspicion, escalation, confirmation, and resolution,
rather than jumping directly to a verdict. The resulting
annotations are more verbose, but they also create a
richer resource for later refinement of the phenotype
atlas. Over time, repeated narratives can reveal which
leak states recur and which boundary cases remain per-
sistently difficult. This is much harder to discover when
review outputs are binary from the outset.

Afinal virtue of temporal narrative construction is that
it aligns more closely with how clinicians actually reason.
Surgeons do not ordinarily decide whether a complica-
tion exists by inspecting a final unordered set of chart
variables. They interpret the evolving sequence of events
in relation to anatomy, operative details, and prior ex-
pectations. Outcome systems that ignore sequence of-
ten feel unnatural to clinical users for this reason. By
contrast, narrative-aware systems can provide outputs
that refer to evolving leak-like trajectories rather than to
static hidden classes. This does not solve the challenge
of generalization, but it does reduce the conceptual dis-
tance between chart abstraction and bedside reasoning
[14].

For AL phenotype work, then, temporal narrative con-
struction is not a stylistic preference. It is a method-
ological necessity when the event of interest is itself a
trajectory of emergence. It enables more faithful han-
dling of hindsight, more realistic description of ambigu-
ity, and more interpretable links between evidence and
phenotype states. Most importantly, it turns outcome
definition from a flat aggregation problem into a prob-
lem of reconstructing clinically meaningful stories from
routinely recorded traces. That reconstruction is where
much of the real scientific work lies.

4. Border Zones, Mimic States, and the Nega-
tive Space of Leak Phenotyping

The most revealing region of an outcome system is of-
ten not its center but its edge. In AL phenotyping, the
edge consists of border-zone cases: admissions that are
neither cleanly inside nor cleanly outside leak territory,
and whose final status depends heavily on how evidence
is weighted, how uncertainty is tolerated, and which ad-
jacent postoperative syndromes are recognized. These
border zones are methodologically important because
they expose the hidden assumptions of the event defi-
nition. They are also clinically important because many
practical decisions occur there. A bedside team is not
usually challenged by the obvious catastrophic leak or
the clearly uneventful recovery. The challenge is the
patient whose trajectory is concerning but inconclusive,
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or whose record resembles leak closely enough to trig-
ger action without ever achieving definitive diagnostic
closure.

A major weakness of standard binary labeling is that
it erases this negative space. All non-leak cases are of-
ten treated as members of one vast residual class. That
makes classification look simpler than it is. In reality,
some negative cases are far from leak and others are
very near it [15]. The near cases may differ from true
leaks only by the absence of one crucial finding, by a
different final interpretation of the same imaging pat-
tern, or by a favorable response to treatment before the
chart could settle the question. Such cases are not ordi-
nary negatives. They are part of the leak neighborhood,
and the phenotype atlas should show them as such. If it
does not, the resulting models may appear to have unex-
plained false positives when they are actually identifying
clinically meaningful near-leak states.

Mimic states deserve especially careful representa-
tion. A mimic is not simply any false positive. It is a
postoperative syndrome that overlaps with leak in the
dimensions that matter for recognition: inflammatory
pattern, abdominal findings, hemodynamic change, imag-
ing ambiguity, or management response. Some mimics
are primarily inflammatory, such as postoperative ileus
with associated systemic stress. Others are infectious but
anatomically distinct from the anastomosis. Others are
consequences of bleeding, ischemia, or pulmonary com-
plications that disturb the postoperative course enough
to resemble leak in broad terms. Because these states
share observational features with leak, they often occupy
the exact terrain where predictive systems and adjudi-
cators struggle. Their inclusion as named neighboring
regions is therefore essential for realistic phenotyping.

One advantage of explicitly modeling negative space
is that it changes the interpretation of false alarms. In a
surveillance setting, a model that frequently flags con-
tained mimics or unresolved inflammatory courses may
still be clinically useful if those courses are exactly the
ones that warrant closer attention [16]. In contrast, a
model whose false alarms are concentrated in entirely
benign recoveries is of a different character. Aggre-
gate precision does not distinguish these situations. A
phenotype-aware evaluation does. It can report not only
that a prediction was wrong relative to the final binary la-
bel, but also how close it was in atlas space and whether
it erred into a clinically important neighboring state. This
distinction matters for clinician trust, because not all
false positives impose the same burden or reveal the
same model weakness.

Border zones also force a more honest treatment of
uncertainty. In many datasets, ambiguous or near-leak
cases are either discarded, adjudicated aggressively into
a hard class, or absorbed into the negative class because
the positive rule is stricter than the evidence. Each of
those options hides something important. Discarding
the cases hides that the boundary is real and recurrent.



Forcing them into a class hides the degree of uncertainty.
Absorbing them into negative status hides that the nega-
tive class is internally structured. The phenotype atlas
provides a more honest alternative by assigning such
cases to unresolved or mimic-adjacent regions when the
evidence supports only proximity, not full inclusion. This
does not eliminate the need for a final binary rule in
some settings, but it preserves the structure that the
binary rule will otherwise destroy.

There is also a strategic reason to study border zones
carefully. Definitions are easiest to revise when one
knows where they fail [17]. If a certain cluster of border-
zone cases keeps drifting between contained leak and
mimic status depending on the institution or adjudica-
tor, that is a signal that the phenotype boundary needs
clarification or that the evidence ontology is underspeci-
fied. If another cluster repeatedly receives late diagnosis
codes without corresponding early narrative support,
that may indicate an administrative pathway that should
be treated differently from physiologically evident leak.
If certain mimic states are always mistaken for leak be-
cause the record lacks adequate discriminating features,
then the limits of routine data should be acknowledged
rather than papered over by a sharp label. Border zones,
in this sense, are where the definition learns about itself.

The negative space around leak is also crucial for
fairness and transport. Subgroups that are observed
differently may accumulate more unresolved or mimic-
like cases near the event border. A hospital with richer
imaging access may move some border-zone cases into
contained leak territory that would remain unresolved
elsewhere. A service line with more aggressive interven-
tion may convert progressive concerns into management-
defined positives more often. Without an atlas, these
differences manifest as unexplained variation in preva-
lence or model calibration. With an atlas, they appear as
shifts in border-zone occupation and in the pathways by
which cases leave uncertainty and enter positive territory.
This is a more diagnosable and more clinically intelligible
description of variation.

Importantly, negative space is not merely a defensive
addition to protect against overfitting. It also enriches
positive phenotype design. A contained leak phenotype
becomes more meaningful when one can say how it dif-
fers from nearby unresolved inflammatory states. A se-
vere leak phenotype becomes more interpretable when
separated from other catastrophic postoperative syn-
dromes that share some physiological signals but not
the same anatomical logic [18]. Border-zone modeling
therefore sharpens the interior of the atlas as well as its
edges. It forces phenotype classes to be defined relation-
ally rather than in isolation.

Another consequence is that negative classes should
not be homogeneous even in the final analytic projection.
When a study ultimately requires a binary endpoint, it
can still preserve structured negatives during develop-
ment and validation. This allows analysts to ask whether

a model is distinguishing leak from uncomplicated re-
covery, from mimics, from underobserved courses, or
from unresolved concern. Those are different tasks. A
single AUC over all negatives hides the fact that some
regions of the negative class are easy and others are very
near the positive boundary. Phenotype-aware negative
space makes these local tasks visible and helps prevent
overinterpretation of global performance metrics.

The border zone is also where human review and au-
tomated systems are likely to disagree most often. That
disagreement should not be seen as a nuisance. It is evi-
dence that the system is operating in precisely the region
where definitions are hardest. If reviewers are forced to
collapse their judgments into binary labels, one learns
only whether agreement was high or low. If they can de-
scribe a case as lying between contained leak and mimic,
or between progressive leak and unresolved concern,
the disagreement becomes informative. It can reveal not
only which boundary is unstable, but why. Over time, this
can guide revision of both the atlas and the operational
outcome rule [19].

For AL phenotyping, then, negative space is not an
afterthought. It is part of the phenomenon. Leak is rec-
ognized against a background of postoperative states
that are abnormal, overlapping, and variably observed.
A system that does not represent that background will
eventually rediscover it as error. A system that does rep-
resent it can use it to build more honest labels, more in-
terpretable phenotypes, and more realistic performance
claims. In practical terms, this means that difficult cases
should be studied as residents of a structured border
zone rather than treated as nuisances at the margins of
an otherwise clean event definition.

5. Annotation Science, Review Workflow, and
Label Discipline

The construction of a robust phenotype atlas depends
on annotation, but annotation in this setting is not a
clerical process. It is a scientific activity that deserves its
own methods, controls, and documentation. Too often,
AL label development relies on hidden annotation labor:
a few experts review charts, a consensus label appears,
and the analytic paper moves on. This compresses a large
amount of interpretive work into an invisible background
step. It also makes it difficult for later researchers to
understand how the label was actually stabilized. A more
disciplined approach treats annotation as a structured
workflow with explicit goals, calibrated raters, captured
rationales, and preserved uncertainty.

The first requirement of such a workflow is task separa-
tion. Reviewers should not be asked one vague question
such as whether the patient had a leak. They should be
guided through a staged interpretation [20]. One stage
can focus on evidence extraction, identifying which sig-
nals were present and when they appeared. Another
can focus on narrative interpretation, reconstructing the
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likely course of postoperative concern. A later stage can
focus on atlas placement, determining which phenotype
region or regions the case most plausibly occupies. Only
after that should a task-specific projection be made into
a binary label, if needed. This staging matters because it
preserves intermediate judgments that would otherwise
be lost. It also makes disagreement easier to localize.
Reviewers may agree on the evidence and on the narra-
tive but disagree on the final projection, which suggests
a definitional issue rather than a chart-reading one.

Reviewer calibration is equally important. Surgeons,
intensivists, radiologists, coders, and data scientists do
not enter the chart with identical assumptions. Even
within surgery, differences in training and local practice
shape what counts as persuasive evidence. Calibration
sessions should therefore precede large-scale review.
These sessions are not merely to align raters on the cur-
rent rule. They are opportunities to refine the rule itself
by surfacing cases that reveal hidden ambiguities. The
most useful calibration cases are often not the obvious
positives and negatives, but the difficult border-zone
cases where reviewers are forced to articulate why they
are leaning one way or another. Capturing those discus-
sions helps build the rationale for the phenotype atlas
and clarifies which dimensions matter most in practice
[21].

A disciplined annotation workflow should also record
reason codes. When a reviewer places a case in contained
leak, progressive leak, mimic, or unresolved territory, the
system should capture which elements of the narrative
were decisive. Did the decision depend on imaging lan-
guage, on operative findings, on the sequence of antibi-
otics and drainage, on persistent systemic response, on
exclusion of another source, or on late coding? Such rea-
son codes are valuable for several purposes. They create
an audit trail. They reveal which evidentiary streams
dominate certain phenotypes. They provide a way to
train future annotators. They also offer insight into what
the eventual model is actually expected to learn. A label
without reasons is a verdict; a label with reasons is part
of a cumulative scientific record.

One of the most important features of label discipline
is the preservation of ambiguity. Annotation systems
often push reviewers toward decisive answers because
undecided labels are inconvenient for modeling. This is
a methodological mistake. Ambiguous cases do not dis-
appear when the reviewer is forced to choose. They only
disappear from view. A better annotation protocol of-
fers reviewers a structured way to represent uncertainty.
That can take the form of confidence levels, multiple per-
missible phenotype assignments, or explicit unresolved
categories [22]. These outputs may seem harder to use
computationally, but they are more faithful to the chart
and more useful for future refinement. They allow the
dataset to contain not just labels, but information about
where the labels are least secure.

Temporal annotation should be built directly into the
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workflow. Reviewers need to indicate not just what the
final case status appears to be, but when the record first
supports that interpretation and what later evidence so-
lidified it. This is especially important when the atlas will
later support surveillance tasks. A case that is retrospec-
tively a clear progressive leak may have been practically
indistinguishable from an inflammatory mimic until much
later. If annotation captures only the final judgment, the
dataset will suggest a level of early recognizability that
did not exist. By asking reviewers to mark turning points
in the narrative, one preserves a better correspondence
between retrospective knowledge and prospective use-
fulness.

Review workflow should also anticipate disagreement
as informative rather than pathological. Some cases
should be double-reviewed deliberately because they are
expected to fall near phenotype boundaries. Others may
need panel review because they reveal mismatches be-
tween the ontology and routine chart language. Instead
of resolving all disagreements immediately into one con-
sensus answer, the workflow should retain records of
where the disagreement occurred. Did reviewers dis-
agree about evidence extraction, about attribution to the
anastomosis, about the severity of the state, or about
whether the record was sufficient to decide? These are
very different kinds of discordance. When preserved,
they become data about the definition system rather
than mere obstacles to producing a training set.

Another important aspect of label discipline is adju-
dication of negatives [23]. In many studies, positives
receive careful review while negatives are accepted by
default. This creates asymmetry in the dataset. The neg-
ative class becomes a mixture of true recoveries, unre-
viewed mimics, underobserved cases, and unresolved
postoperative abnormalities. A phenotype atlas cannot
be built responsibly on that basis. At least a targeted
sample of negatives near the border should undergo the
same level of review as positives. This is not simply for
fairness to the negative class. It is necessary for under-
standing where the event boundary actually lies and for
identifying the most common leak-adjacent states that
might otherwise be hidden.

Annotation science also includes version control of
the annotation protocol itself. As reviewers learn, they
may request clarifications, new reason codes, or refined
phenotype descriptions. These changes should be docu-
mented rather than silently introduced. Otherwise, the
meaning of a label can shift during the annotation cam-
paign, producing an internally inconsistent dataset. Ver-
sioning the review manual, the phenotype atlas, and the
adjudication rubric allows later analysts to know which
definitions were in force for which cases. This is partic-
ularly important in large or longitudinal projects where
annotation occurs over months or years.

There is also a training function here [24]. New anno-
tators should not simply be given the latest label defini-
tions. They should be shown representative cases from



each atlas region, including borderline and mimic cases,
together with examples of disagreement and its resolu-
tion. This helps them understand not only the categories
but the logic of the categories. It also reduces the risk
that annotation devolves into surface matching based
on keywords or procedures. Because AL often requires
reasoning across time and across evidentiary channels,
training by category description alone is usually insuffi-
cient. Annotators need to see how the narrative structure
of cases maps onto the atlas.

Well-disciplined annotation can also improve future
automation without turning the process into a simplistic
labeling factory. The point is not to mimic human deci-
sions mechanically. It is to identify which patterns of rea-
soning recur consistently enough to be operationalized.
If reviewers repeatedly cite the same combinations of
temporal sequence, imaging language, and management
response when assigning a phenotype, those patterns
can inform better structured extraction and better model
features. Conversely, if certain boundaries remain un-
stable despite careful review, automation should not be
expected to solve them by force. In this way, annotation
science contributes not only labels but knowledge about
the achievable limits of the task.

For AL research, then, label discipline is central. A phe-
notype atlas built without structured annotation quickly
becomes a rhetorical device rather than a functioning
analytic object. The atlas needs reviewers who can place
cases within it consistently, document why they did so,
and signal where they could not [25]. Only then can the
resulting states support reliable modeling, meaningful
validation, and honest discussions of uncertainty. Anno-
tation is not what happens before the science begins. In
outcome definition, it is a large part of the science itself.

6. Cross-Setting Translation, Atlas Drift, and
Clinical Use

A phenotype atlas that functions well in one setting is
not automatically portable. Translation across hospi-
tals, surgical services, and time periods raises a dis-
tinct set of problems because the atlas is built from the
record, and records differ in what they make visible. A
site with frequent postoperative imaging may populate
contained leak and mimic regions differently from a site
where imaging is delayed or used sparingly. A center with
lower thresholds for reintervention may shift progres-
sive courses more quickly into severe or management-
defined territory. Documentation culture can alter how
unresolved cases appear. Even if the underlying clinical
states are similar, their record signatures may not be.
This means that the atlas itself may drift when moved,
not because the concept of leak has changed, but be-
cause the observation surface has.

Cross-setting translation therefore requires explicit
mapping between atlas states and local evidence path-
ways. The goal should not be to enforce identical raw

criteria everywhere. That is rarely realistic. Instead, the
goal is to preserve the intended state distinctions while
allowing different institutions to manifest those states
through different combinations of evidence. A contained
leak remains a contained leak even if one hospital doc-
uments it primarily through radiology language and an-
other through drain placement plus narrative concern
[26]. Translation succeeds when those different path-
ways still land in the same atlas neighborhood. It fails
when local documentation habits become the dominant
determinants of phenotype membership.

This is where atlas descriptors become important.
Each state in the atlas should be defined not only by
one operational signature but by a core clinical profile
and a set of common observational realizations. The clin-
ical profile anchors the state concept. The observational
realizations describe how the state usually appearsin a
given data environment. This separation makes it possi-
ble to adapt the atlas without abandoning comparability.
External collaborators can ask whether they can instanti-
ate the same state concepts using their own realizations,
rather than asking whether they can reproduce every field
and every extraction rule identically. In AL work, this is
often the only practical route to multicenter consistency.

Translation also benefits from preserving route-to-
atlas information. If a case enters the contained leak
region through imaging support at one site and through
procedure-plus-note evidence at another, the atlas
should be able to record that difference without splitting
the state itself. Over time, route patterns can be com-
pared across sites to detect where the same phenotype is
being observed differently. This is valuable both scientifi-
cally and operationally. Scientifically, it clarifies whether
reported differences in phenotype prevalence reflect clin-
ical reality or observation policy. Operationally, it helps
institutions understand which kinds of cases their cur-
rent documentation practices render most visible or least
visible [27].

Atlas drift over time is another major issue. Hospitals
change. Enhanced recovery pathways, note templates,
coding support, imaging access, and antimicrobial prac-
tices all evolve. These changes can alter the way cases
move through the atlas even within a single center. A la-
bel system that is not monitored for drift may continue to
produce apparently stable outputs while slowly changing
meaning. One year's unresolved inflammatory courses
may become the next year’s contained leaks simply be-
cause imaging was incorporated earlier. Conversely, a
reduction in documentation detail may cause some for-
merly distinct phenotypes to blur together. Drift is not
always harmful; sometimes it reflects genuine improve-
ment in recognition. The key is that it should be visible,
not silent.

Monitoring atlas drift requires more than checking
model AUC. It requires inspecting how cases occupy the
atlas over time, how often certain border zones are used,
which routes of recognition dominate, and whether the
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prevalence of unresolved or mimic states changes. If
a major workflow intervention suddenly reduces unre-
solved classifications and increases image-supported
contained leak cases, that may represent more definitive
clinical workup rather than more leak. If a documenta-
tion change causes diagnostic codes to appear earlier
or later in the timeline, the apparent onset of certain
narratives may shift. A governance-aware atlas should
incorporate routine review of such patterns and should
treat major shifts as prompts for definitional audit.

Clinical use introduces another layer of translation
because the atlas must eventually communicate with hu-
mans under time pressure [28]. Clinicians are unlikely to
embrace a phenotype system that feels alien to the way
they conceptualize postoperative deterioration. The at-
las therefore needs outputs that are interpretable at the
bedside. This does not mean simplistic one-line expla-
nations. It means that the state descriptions and border
zones should correspond to recognizable clinical situa-
tions. If the system identifies a patient as occupying a
region consistent with contained leak versus unresolved
inflammatory mimic, a clinician should be able to under-
stand what that distinction means and why it matters.
This is one of the reasons atlas construction should re-
main close to narrative and operational realities rather
than drifting into abstract clustering.

Different clinical uses may require different projec-
tions of the same atlas. A surveillance tool may want to
highlight movement toward leak-adjacent territory even
before definitive confirmation, which means unresolved
and progressive border states must remain visible. A
registry may want only a narrower projection focused on
well-supported clinically significant leak states. A qual-
ity review committee may want access to the full atlas
because it is interested not only in final events but also
in near misses and difficult postoperative courses. The
strength of an atlas approach is that these different pro-
jections can coexist without requiring entirely different
conceptual systems. Binary labels are then understood
as task-specific slices through a shared map rather than
as competing and disconnected definitions.

There is also a cultural consequence to this. When
institutions adopt a phenotype-aware view of AL, dis-
cussions of postoperative complications become more
precise. Instead of arguing over whether a case counts as
a leak in the abstract, teams can discuss which region of
postoperative behavior it occupied, whether the current
institutional projection from the atlas is appropriate, and
whether the evidence route that made the case visible
reflects local practice more than underlying pathology
[29]. This can improve case review and quality improve-
ment even before any predictive model is deployed. The
atlas becomes a shared language rather than merely a
modeling convenience.

Cross-setting translation and clinical use therefore
reinforce the same lesson. Outcome definitions are not
self-sustaining. They need a representational framework
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that can tolerate local variation without losing concep-
tual coherence. For AL, the phenotype atlas provides
such a framework by keeping clinical states distinct from
their observational routes, by allowing border zones to
remain explicit, and by supporting multiple operational
projections for different tasks. A binary event may still
be necessary in many contexts, but it becomes much
less fragile when it is understood as one output of a
maintained and interpretable state map.

7. Conclusion

Outcome definition for anastomotic leak becomes more
coherent when it is approached as map-making rather
than as threshold setting. A routine surgical record does
not present leak as a single clean datum. It presents
traces of evolving postoperative states, some clearly
compatible with leak, some clearly distant from it, and
many occupying the difficult middle ground of suspicion,
mimicry, partial confirmation, or incomplete observation.
A phenotype atlas makes that terrain visible before the
event boundary is drawn. In doing so, it exposes the fact
that binary labels are projections from a richer clinical
and observational landscape, not natural facts waiting
to be extracted.

This perspective changes several things at once. It
shifts attention from isolated criteria to phenotype re-
gions and border zones. It treats temporal narrative as
central rather than incidental [30]. It elevates annotation
and adjudication into explicit scientific activities with
their own discipline. It recognizes unresolved and mimic
states as part of the task rather than as inconvenient
leftovers. It also provides a more durable basis for trans-
lation across institutions and over time, because route
of recognition can vary without destroying the coherence
of the underlying atlas. Many applications still require
them. The value is that it clarifies what those endpoints
include, what they exclude, and which clinically mean-
ingful distinctions have been compressed in the process.
A contained leak, a progressive leak, a catastrophic leak,
and a leak-like postoperative mimic should not become
exchangeable simply because they all lie near the same
event boundary. A phenotype-aware framework keeps
those differences visible and makes model behavior eas-
ier to interpret. For AL research and deployment, the
main methodological challenge is therefore not only to
improve predictive performance. It is to ensure that the
target being predicted corresponds to a defensible and
inspectable region of postoperative state space. A phe-
notype atlas offers a way to do that. It does not promise
perfect certainty, and it does not remove the need for
chart review, governance, or external testing. What it pro-
vides is a more honest representational starting point for
defining leak in records that are heterogeneous, delayed,
and path dependent by nature. In that sense, the atlas is
not an embellishment of the outcome. It is the structure
that makes the outcome meaningfully definable [31].
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